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Architectures
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• Feedforward mini-bach.py
• Autoencoder auto-bach.py

– Variational Autoencoder (VAE) VRAE
• Recurrent (RNN)

– LSTM lstm.py, Celtic

• Generative Adversarial Networks (GAN)

• Restricted Boltzmann Machine (RBM)

• Reinforcement Learning (RL)
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Compound Architectures
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• Autoencoder Stack = Autoencodern

– DeepHear, auto-bach.py

• Autoencoder(RNN, RNN) = RNN Encoder-Decoder
– VRAE

• RNN Variational Encoder-Decoder
– Music-VAE
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Generative Adversarial Networks (GAN) [Goodfellow et al., 2014]Formalizing the generator/discriminator

Generator: 𝐺 𝑧, 𝜃( )

A differentiable function, 
𝐺 (here having parameters 
𝜃( )), mapping from the 
latent space, ℝ , to the 
data space, ℝ

Discriminator: 𝐷 𝑥, 𝜃(𝐷)
A differentiable function, 𝐷 (here 
having parameters 𝜃(𝐷)), 
mapping from the data space, 
ℝ , to a scalar between 0 and 1 
representing the probability that 
the data is real

Formalizing the generator/discriminator

Generator: 𝐺 𝑧, 𝜃( )

A differentiable function, 
𝐺 (here having parameters 
𝜃( )), mapping from the 
latent space, ℝ , to the 
data space, ℝ

Discriminator: 𝐷 𝑥, 𝜃(𝐷)
A differentiable function, 𝐷 (here 
having parameters 𝜃(𝐷)), 
mapping from the data space, 
ℝ , to a scalar between 0 and 1 
representing the probability that 
the data is real

Generator

Discriminator

5

Formalizing the generator/discriminator

Generator: 𝐺 𝑧, 𝜃( )

A differentiable function, 
𝐺 (here having parameters 
𝜃( )), mapping from the 
latent space, ℝ , to the 
data space, ℝ

Discriminator: 𝐷 𝑥, 𝜃(𝐷)
A differentiable function, 𝐷 (here 
having parameters 𝜃(𝐷)), 
mapping from the data space, 
ℝ , to a scalar between 0 and 1 
representing the probability that 
the data is real

Formalizing the generator/discriminator

Generator: 𝐺 𝑧, 𝜃( )

A differentiable function, 
𝐺 (here having parameters 
𝜃( )), mapping from the 
latent space, ℝ , to the 
data space, ℝ

Discriminator: 𝐷 𝑥, 𝜃(𝐷)
A differentiable function, 𝐷 (here 
having parameters 𝜃(𝐷)), 
mapping from the data space, 
ℝ , to a scalar between 0 and 1 
representing the probability that 
the data is real

Formalizing the generator/discriminator

Generator: 𝐺 𝑧, 𝜃( )

A differentiable function, 
𝐺 (here having parameters 
𝜃( )), mapping from the 
latent space, ℝ , to the 
data space, ℝ

Discriminator: 𝐷 𝑥, 𝜃(𝐷)
A differentiable function, 𝐷 (here 
having parameters 𝜃(𝐷)), 
mapping from the data space, 
ℝ , to a scalar between 0 and 1 
representing the probability that 
the data is real

Formalizing the generator/discriminator

Generator: 𝐺 𝑧, 𝜃( )

A differentiable function, 
𝐺 (here having parameters 
𝜃( )), mapping from the 
latent space, ℝ , to the 
data space, ℝ

Discriminator: 𝐷 𝑥, 𝜃(𝐷)
A differentiable function, 𝐷 (here 
having parameters 𝜃(𝐷)), 
mapping from the data space, 
ℝ , to a scalar between 0 and 1 
representing the probability that 
the data is real

Formalizing the generator/discriminator

Generator: 𝐺 𝑧, 𝜃( )

A differentiable function, 
𝐺 (here having parameters 
𝜃( )), mapping from the 
latent space, ℝ , to the 
data space, ℝ

Discriminator: 𝐷 𝑥, 𝜃(𝐷)
A differentiable function, 𝐷 (here 
having parameters 𝜃(𝐷)), 
mapping from the data space, 
ℝ , to a scalar between 0 and 1 
representing the probability that 
the data is real

Real Data Base

Fake

Real

Real
or

Fake ?



Deep Learning – Music Generation – 2019Jean-Pierre Briot

Generative Adversarial Networks (GAN) [Goodfellow et al., 2014]
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[Nam Hyuk Ahn, 2017]

• Training Simultaneously 2 Neural Networks
– Generator

» Transforms Random noise Vectors into Faked Samples
– Discriminator

» Estimates probability that the Sample came from training data rather than from G
– Minimax 2-player game

D(x): PD(x from real data) (Correct)
D(G(z)): PD(G(z) from real data) (Incorrect)
1 - D(G(z)): PD(G(z) from Generator) (Correct)

Prediction by D

P=1

P=0



Deep Learning – Music Generation – 2019Jean-Pierre Briot

GAN Equation

• Binary Cross-Entropy:

• HB(y, y) = - (y log y + (1-y) log (1-y))

• D(x) = 1 PD(x from real data) Correct

• HB(D(x), D(x)) = - (D(x) log D(x) + (1-D(x)) log (1-D(x)))

• HB(D(x), D(x)) = - log D(x)

• D(G(z)) = 0 PD(G(z) from real data) Incorrect

• HB(D(G(z)), D(G(z))) = - (D(G(z)) log D(G(z)) + (1-D(G(z))) log (1-D(G(z))))

• HB(D(G(z)), D(G(z))) = - log (1-D(G(z)))

• HB(D(x), D(x)) + HB(D(G(z)), D(G(z)))  = - (log D(x) + log (1-D(G(z))))

70 5 Architecture

Fig. 5.18 Cost function and interpretation for a multi multiclass single label

5.8.6 Entropy and Cross-Entropy

Mean squared error has been defined in Equation 5.3 in Section 5.2.4. Without get-
ting into details about information theory, we now introduce the notion and the
formulation of cross-entropy39.

The intuition behind information theory is that the information content about an
event with a likely (expected) outcome is low, while the information content about
an event with an unlikely (unexpected, i.e. a surprise) outcome is high.

Let us take the example of a neural network architecture used to estimate the next
note of a melody. Suppose that the outcome is note = B and that it has a probability
P(note = B). We can then introduce the self-information (notated I) of that event in
Equation 5.17.

I(note = B) = log(1/P(note = B)) =�logP(note = B) (5.17)

39 With some inspiration from Preiswerk’s introduction in [143].
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GAN and Turing TestFormalizing the generator/discriminator

Generator: 𝐺 𝑧, 𝜃( )

A differentiable function, 
𝐺 (here having parameters 
𝜃( )), mapping from the 
latent space, ℝ , to the 
data space, ℝ

Discriminator: 𝐷 𝑥, 𝜃(𝐷)
A differentiable function, 𝐷 (here 
having parameters 𝜃(𝐷)), 
mapping from the data space, 
ℝ , to a scalar between 0 and 1 
representing the probability that 
the data is real

Formalizing the generator/discriminator

Generator: 𝐺 𝑧, 𝜃( )

A differentiable function, 
𝐺 (here having parameters 
𝜃( )), mapping from the 
latent space, ℝ , to the 
data space, ℝ

Discriminator: 𝐷 𝑥, 𝜃(𝐷)
A differentiable function, 𝐷 (here 
having parameters 𝜃(𝐷)), 
mapping from the data space, 
ℝ , to a scalar between 0 and 1 
representing the probability that 
the data is real

[Goodfellow, 2016]

Generator

Discriminator

An artist’s rendition

𝑧

𝐺 𝑧 or 𝑥

𝐷 𝐺(𝑧) or 𝐷 𝑥

8
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GAN Basic Training Algorithm
Basic training procedure

• Initialize 휃( ), 휃( )

• For 푡 = 1: 𝑏: 𝑇
• Initialize Δ휃( ) = 0
• For 𝑖 = 푡: 푡 + 𝑏 − 1

• Sample 푧 ~ 𝑝(푧 )

• Compute 𝐷 𝐺 푧 ,𝐷(푥 )

• Δ휃( ) ← Compute gradient of Discriminator loss, 𝐽 휃 , 휃( )

• Δ휃( ) ← Δ휃( ) + Δ휃

• Update 휃( )

• Initialize Δ휃( ) = 0

• For 𝑗 = 푡: 푡 + 𝑏 − 1
• Sample 푧 ~ 𝑝(푧 )

• Compute 𝐷 𝐺 푧 ,𝐷(푥 )

• Δ휃( ) ← Compute gradient of Generator loss, 𝐽 휃 , 휃( )

• Δ휃( ) ← Δ휃( ) + Δ휃

• Update 휃( )

Can also run 𝑘 minibatches 
of the discriminator update 
before updating the 
generator, but Goodfellow
finds 𝑘 = 1 tends to work 
best 

9
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Examples of GAN Generated Images

CelebFaces Attributes Dataset (CelebA)
> 200K celebrity images

Synthetic (Generated) Celebrity images

[Karras et al., 2018]

[Brundage et al., 2018]

10
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Using StyleGAN [Karras et al., 2018]

[Xu, 2018]
11
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C-RNN-GAN [Mogren, 2016]

GAN(Bidirectional-LSTM2, LSTM2)

• Discriminator considers the hidden layers
(forward and backward) values to be (or 
not) representative of the Real data
– Analog to RNN Encoder-Decoder which

considers the hidden layer as the summary of a 
sequence

• Classical music Training Dataset

13
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MidiNet [Yang et al., 2017]

• Conditioning information
– Previous measure
– Chord sequence

• Scope:
– Previous measure (1D conditions)
– Various previous measures (2D conditions)

• Fine control:
– Conditioning on previous measure 1D/2D and on chord sequence 1D/2D for one/all 

convolutional layers
– Ex: previous measure 1D and on chord sequence 2D for all convolutional layers

» Follows more chord sequence

– Pop music dataset
14

https://soundcloud.com/vgtsv6jf5fwq/model3

https://soundcloud.com/vgtsv6jf5fwq/model3
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GAN Examples – Celtic Melodies (500 Epochs)

15
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GAN Examples – Celtic Melodies (5000 Epochs)

16
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GAN Examples – Bach Chorales

17
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GAN Mode Collapse (1/3)

18
[Jonathan Hui, 2016]
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GAN Mode Collapse (2/4)

19

Corpus Conformance

Generator>Discriminator

Variability

Discriminator>Generator

[Jonathan Hui, 2016]
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GAN Mode Collapse (2/4)

20

Corpus Conformance

Generator>Discriminator

Variability

Discriminator>Generator
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GAN Mode Collapse (3/3)

• G is trained extensively without sufficient updates to D
• The generated samples will converge to find the optimal content x* that

fools D the most, the most realistic sample from the discriminator
perspective

• In this extreme case (single point mode collapse), x* will be independent
of z [Hui, 2018]

• Approach: Constantly update D
• Heuristic/Empirical approach
• High hyperparameters sensivity

21
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Explanation and Direction [Li, 2019]

Generated samples move toward the closest boundary
This ensures that each generated sample has a nearby data example

But it does not ensure that each real data has a nearby generated sample [Li, 2019]
22
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Implicit Maximum Likelihood Estimation (IMLE) [Li, 2019]

1) For each real data, what is the closest generated sample?
2) The generated sample moves toward that real data

23
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VAE vs GAN

• VAE (Variational Autoencoder) and GAN (Generative Adversarial Networks)

Some Similarities:

• Are both generative architectures

• Generate from random latent variables

Differences:

• VAE is representational of the whole training dataset

• GAN is not

• Smooth control interface for exploring latent data space

• GAN has (ex: interpolation) but not as for VAE

• GAN produces better quality content (ex: better resolution images)

[Dykeman, 2016]

24

Interpolation is impressive

https://arxiv.org/pdf/1703.10717.pdf
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Compound Architectures

• Composition

– Bidirectional RNN, combining two RNNs, forward and backward in time

– RNN-RBM [Boulanger-Lewandowski et al., 2012], combining an RNN 

(horizontal/sequence) and an RBM (vertical/chords)

• Refinement

– Sparse autoencoder

– Variational autoencoder (VAE) = Variational(Autoencoder)

• Nested

– Stacked autoencoder = Autoencodern

– RNN Encoder-Decoder = Autoencoder(RNN, RNN)

• Pattern instantiation

– C-RBM [Lattner et al., 2016] = Convolutional(RBM)

– C-RNN-GAN [Mogren, 2016] = GAN(Bidirectional-LSTM2, LSTM2)

– Anticipation-RNN [Hadjeres & Nielsen, 2017] = Conditioning(RNN, RNN)
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